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            ECE 6254 Spring 2019 Matthieu Bloch - February 12, 2019 - revised March 19, 2019 Lecture 11 - Dichotomy and growth function 1 Motivation For a hypothesis set H with |H| = M and h * = argmax h∈H b R N (h), we have shown earlier that ∀ϵ> 0 P (   b R N (h * ) - R(h * )    ⩾ ϵ ) ⩽ 2M exp(-2Nϵ 2 ). (1) In particular, the factor M is the result of the union bound, which we used to show that for ϵ> 0 P (   b R N (h * ) - R(h * )    ⩾ ϵ ) ⩽ P ( max h∈H    b R N (h) - R(h)    ⩾ ϵ ) (2) ⩽ M ∑ j=1 P (   b R N (h j ) - R(h j )    ⩾ ϵ ) . (3) e second inequality is tight when the events E j ≜ {    b R N (h j ) - R(h j )    ⩾ ϵ} are disjoint, but this is rarely the case in our classiﬁcation setup. is is illustrated in Fig. 1 below, where the two classiﬁer shown are distinct but have exactly the same empirical risk on the training set. h 1 h 2 Figure 1: Two distinct classsiﬁers with the same empirical risk is observations suggests that our bound might be extremely loose and that |H| may not nec- essarily be the right measure of the richness of the hypothesis set H. Most of our work in the next few lectures will be devoted to ﬁnding a suitable replacement for |H|, which will enable use to prove a generalization bound even in settings for which |H| = ∞, as is the case for linear classiﬁers. 2 Dichotomy and growth function Motivated by the situation in Fig. 1, where many classiﬁer have the same empirical risk, we will attempt to assess the number of hypotheses that lead to distinct labelings for a given dataset. In- tuitively, we are hoping that the number of distinct labelings is quantity that better captures the richness of the hypothesis class H. Formally, we introduce the notion of dichotomy. Deﬁnition 2.1 (Dichotomy). For a dataset D ≜ {x i } N i=1 and set of hypotheses H, the set of dichotomies generated by H on D is the set of labelings that can be generated by classﬁers in H on the dataset, i.e., H({x i } N i=1 ) ≜ {{h(x i )} N i=1 : h ∈ H}. (4) 1 
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ECE 6254 Spring 2019 Matthieu Bloch - February 12, 2019 - revised March 19, 2019
 Lecture 11 - Dichotomy and growth function
 1 Motivation
 For a hypothesis set H with |H| = M and h∗ = argmaxh∈H R̂N (h), we have shown earlier that
 ∀ϵ > 0 P(∣∣∣R̂N (h∗)−R(h∗)
 ∣∣∣ ⩾ ϵ)⩽ 2M exp(−2Nϵ2). (1)
 In particular, the factor M is the result of the union bound, which we used to show that for ϵ > 0
 P(∣∣∣R̂N (h∗)−R(h∗)
 ∣∣∣ ⩾ ϵ)⩽ P
 (maxh∈H
 ∣∣∣R̂N (h)−R(h)∣∣∣ ⩾ ϵ
 )(2)
 ⩽M∑j=1
 P(∣∣∣R̂N (hj)−R(hj)
 ∣∣∣ ⩾ ϵ). (3)
 The second inequality is tight when the events Ej ≜ {∣∣∣R̂N (hj)−R(hj)
 ∣∣∣ ⩾ ϵ} are disjoint, but thisis rarely the case in our classification setup. This is illustrated in Fig. 1 below, where the two classifiershown are distinct but have exactly the same empirical risk on the training set.
 h1<latexit sha1_base64="RrYeGxR1nv9WBvIMYkiso1hFLdg="></latexit>
 h2<latexit sha1_base64="/81gil22yZ4If2ZvBOor6gybdic="></latexit>
 Figure 1: Two distinct classsifiers with the same empirical risk
 This observations suggests that our bound might be extremely loose and that |H| may not nec-essarily be the right measure of the richness of the hypothesis set H. Most of our work in the nextfew lectures will be devoted to finding a suitable replacement for |H|, which will enable use to provea generalization bound even in settings for which |H| = ∞, as is the case for linear classifiers.
 2 Dichotomy and growth function
 Motivated by the situation in Fig. 1, where many classifier have the same empirical risk, we willattempt to assess the number of hypotheses that lead to distinct labelings for a given dataset. In-tuitively, we are hoping that the number of distinct labelings is quantity that better captures therichness of the hypothesis class H. Formally, we introduce the notion of dichotomy.
 Definition 2.1 (Dichotomy). For a datasetD ≜ {xi}Ni=1 and set of hypothesesH, the set of dichotomiesgenerated by H on D is the set of labelings that can be generated by classfiers in H on the dataset, i.e.,
 H({xi}Ni=1) ≜ {{h(xi)}Ni=1 : h ∈ H}. (4)
 1
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 Note that many sets {{h(xi)}Ni=1 for distinct h are actually identical because the labelings in-duced on the dataset are identical. By definition, for our binary labeling problem,
 ∣∣H({xi}Ni=1)∣∣ ⩽
 2N and in general∣∣H({xi}Ni=1)
 ∣∣ ≪ |H|. Unfortunately,∣∣H({xi}Ni=1)
 ∣∣ is not a particularly usefulquantity because it is not only potentially difficult to compute but also dependent on a specificdataset. This motivates the definition of the growth function as follows.
 Definition 2.2 (Growth function). For a set of hypotheses H, the growth function of H is
 mH(N) ≜ max{xi}N
 i=1
 ∣∣H({xi}Ni=1)∣∣ . (5)
 Note that the growth function depends on the number of datapoints N but not on the exactdatapoints {xi}Ni=1. The growth function measures the maximum number of dichotomies that Hcan generate over all possible datasets, and by definition, it still holds that mH(N) ⩽ 2N .
 Example 2.3 (Positive rays). Consider a binary classification problem in R with the set of positive rays
 H ≜ {ha : R → {±1} : x 7→ sign(x− a)|a ∈ R}. (6)
 As illustrated below, the threshold a defines a classifier such that all points to the left are assigned label−1 while all points to the right are assigned label +1.
 h(x) = +1<latexit sha1_base64="kC6zGsGH/3h1YhUvcuaF/NP8pF8="></latexit>h(x) = �1
 <latexit sha1_base64="vSzcr0ZlzButph2AwaWF//27KBE="></latexit>
 x1<latexit sha1_base64="rXlEeD1HA+8JeR+6WHLp1acK6yc="></latexit>
 x2<latexit sha1_base64="026RsCYQOQS9oRoYTAuWKc07tZ0="></latexit>
 xN<latexit sha1_base64="mrpuzgfM+oSMURdq7VzVWeTgGdM="></latexit>
 xN�1<latexit sha1_base64="vktV1VZbG1xh8suBPZq30+sWwHg="></latexit>
 a<latexit sha1_base64="ZRV5Kupa9N7DS52N8Z/Y7am4U1Q="></latexit>
 Although H = ∞, the number of dichotomies is still finite, and one can actually compute the growthfunction exactly. In general, this is challenging because we need to identify the worst case dataset thatgenerates the highest number of dichotomies; here, this is only tractable because the situation is simple.
 Without losing generality, we can assume that all N points {xi}Ni=1 are distinct. Let us introducex0 ≜ −∞ and xN+1 ≜ ∞. For any i ⩾ 0, all classifiers ha with xi ⩽ a < xi+1 induce thesame labeling. Consequently, the number of distinct labelings is at most N + 1 and mH(N) = N +1. Interestingly, the growth function is growing polynomially in N , which is much slower than theexponential growth 2N allowed by the upper bound.
 Example 2.4 (Positive intervals). Consider a binary classification in R with the set of positive intervals
 H ≜ {ha,b : R → {±1} : x 7→ 1{x ∈ [a; b]} − 1{x /∈ [a; b]} |a < b ∈ R}. (7)
 As illustrated below, the thresholds a < b define a classifier such that all points with [a; b] are assignedlabel +1 while all points outside are assigned label −1.
 h(x) = +1<latexit sha1_base64="kC6zGsGH/3h1YhUvcuaF/NP8pF8="></latexit>
 h(x) = �1<latexit sha1_base64="vSzcr0ZlzButph2AwaWF//27KBE="></latexit>
 x1<latexit sha1_base64="rXlEeD1HA+8JeR+6WHLp1acK6yc="></latexit>
 x2<latexit sha1_base64="026RsCYQOQS9oRoYTAuWKc07tZ0="></latexit>
 xN<latexit sha1_base64="mrpuzgfM+oSMURdq7VzVWeTgGdM="></latexit>
 xN�1<latexit sha1_base64="vktV1VZbG1xh8suBPZq30+sWwHg="></latexit>
 a<latexit sha1_base64="ZRV5Kupa9N7DS52N8Z/Y7am4U1Q="></latexit>
 h(x) = �1<latexit sha1_base64="vSzcr0ZlzButph2AwaWF//27KBE="></latexit>
 b<latexit sha1_base64="68M/pnHiaHBAPoJHxflz08B9SiU="></latexit>
 Again, this is a situation for which we can compute the growth function exactly. Without loss of generality,we assume that all N datapoints are distinct and we introduce x0 ≜ −∞ and xN+1 ≜ ∞. We need tobe a bit more careful when counting dichotomies:
 • If x0 < a < b ⩽ x1, all classifiers hab induce an all-−1 labeling;
 • for any 0 ⩽ i < j ⩽ N , all classifiers hab such that xi ⩽ a ⩽ xi+1 < xj ⩽ b ⩽ xj+1 inducethe same labelings;
 2
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 • for any 0 ⩽ i ⩽ N , all classifiers hab such that xi ⩽ a < b < xi+1 induce again an all-−1labeling.
 Consequently, the number of classifiers is 1 +(N+12
 )and mH(N) = N2
 2 + N2 + 1, which grows again
 polynomially in N .
 Example 2.5 (Convex sets). Consider a binary classification in R2 with the set
 H ≜ {h : R2 → {±1}|{x ∈ R2 : h(x) = +1} is convex}. (8)
 Consider a set of N distinct points distributed on the unit circle, as illustrated below.
 x1<latexit sha1_base64="rXlEeD1HA+8JeR+6WHLp1acK6yc="></latexit>
 x2<latexit sha1_base64="026RsCYQOQS9oRoYTAuWKc07tZ0="></latexit>
 xN<latexit sha1_base64="mrpuzgfM+oSMURdq7VzVWeTgGdM="></latexit>
 xN�1<latexit sha1_base64="vktV1VZbG1xh8suBPZq30+sWwHg="></latexit>
 h(x) = +1<latexit sha1_base64="kC6zGsGH/3h1YhUvcuaF/NP8pF8="></latexit>
 Notice that irrespective of the labeling of the datapoints, the datapoints for which h(xi) = +1 define thevertices of a polytope, which is convex. Said differently, irrespective of the labeling there exists h ∈ H thatgenerates the labeling. Therefore, by definition, mH ⩾ 2N ; since we also know that mH ⩽ 2N , it musthold that mH = 2N .
 The three previous examples are not at all representative of a general situation because it is nearlyimpossible to compute the growth function exactly in most practical cases. As shown next, even forlinear classifiers this can become a formidable task.
 Example 2.6 (Linear classifiers). Consider a binary classification in R2 with the set of linear classifiers
 H ≜ {h : R2 → {±1} : x 7→ sign(w⊺x+ b)|w ∈ R2, b ∈ R} (9)
 The challenge again is to identify the worst case dataset that generates the most dichotomies. We first notethat {x : w⊺x+ b = 0} = {x : −w⊺x+ b = 0}, so that a single line actually defines two classifiers.
 For N = 3, we need to distinguish two cases. If all three points are aligned, all dichotomies exceptthose illustrated below are possible, we therefore obtain six dichotomies.
 x1<latexit sha1_base64="rXlEeD1HA+8JeR+6WHLp1acK6yc="></latexit>
 x2<latexit sha1_base64="026RsCYQOQS9oRoYTAuWKc07tZ0="></latexit>
 x3<latexit sha1_base64="sZRIh15Nrh4RPvrDhdfgN9iEUCU="></latexit>
 x1<latexit sha1_base64="rXlEeD1HA+8JeR+6WHLp1acK6yc="></latexit>
 x2<latexit sha1_base64="026RsCYQOQS9oRoYTAuWKc07tZ0="></latexit>
 x3<latexit sha1_base64="sZRIh15Nrh4RPvrDhdfgN9iEUCU="></latexit>
 If the three points are not aligned, they form the vertices of a polytope and any hyperplane cutting thepolytope will isolate one point. In addition, any hyperplane no cutting the polytope will assign the samelabel to all three points. Consequently, the number of dichotomies generated is 8 = 23.
 x1<latexit sha1_base64="rXlEeD1HA+8JeR+6WHLp1acK6yc="></latexit>
 x2<latexit sha1_base64="026RsCYQOQS9oRoYTAuWKc07tZ0="></latexit>
 x3<latexit sha1_base64="sZRIh15Nrh4RPvrDhdfgN9iEUCU="></latexit>
 Consequently, mH(3) = 8.
 For N = 4, we need to distinguish even more cases. If all four points are aligned, all dichotomiesexcept those illustrated below are possible we therefore obtain 10 dichotomies.
 3
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 x1<latexit sha1_base64="rXlEeD1HA+8JeR+6WHLp1acK6yc="></latexit>
 x2<latexit sha1_base64="026RsCYQOQS9oRoYTAuWKc07tZ0="></latexit>
 x3<latexit sha1_base64="sZRIh15Nrh4RPvrDhdfgN9iEUCU="></latexit>
 x4<latexit sha1_base64="uV2CM2bfuxVhqGC6kqsuSQi+IAQ="></latexit>
 x1<latexit sha1_base64="rXlEeD1HA+8JeR+6WHLp1acK6yc="></latexit>
 x2<latexit sha1_base64="026RsCYQOQS9oRoYTAuWKc07tZ0="></latexit>
 x3<latexit sha1_base64="sZRIh15Nrh4RPvrDhdfgN9iEUCU="></latexit>
 x4<latexit sha1_base64="uV2CM2bfuxVhqGC6kqsuSQi+IAQ="></latexit>
 x1<latexit sha1_base64="rXlEeD1HA+8JeR+6WHLp1acK6yc="></latexit>
 x2<latexit sha1_base64="026RsCYQOQS9oRoYTAuWKc07tZ0="></latexit>
 x3<latexit sha1_base64="sZRIh15Nrh4RPvrDhdfgN9iEUCU="></latexit>
 x4<latexit sha1_base64="uV2CM2bfuxVhqGC6kqsuSQi+IAQ="></latexit>
 x1<latexit sha1_base64="rXlEeD1HA+8JeR+6WHLp1acK6yc="></latexit>
 x2<latexit sha1_base64="026RsCYQOQS9oRoYTAuWKc07tZ0="></latexit>
 x3<latexit sha1_base64="sZRIh15Nrh4RPvrDhdfgN9iEUCU="></latexit>
 x4<latexit sha1_base64="uV2CM2bfuxVhqGC6kqsuSQi+IAQ="></latexit>
 x1<latexit sha1_base64="rXlEeD1HA+8JeR+6WHLp1acK6yc="></latexit>
 x2<latexit sha1_base64="026RsCYQOQS9oRoYTAuWKc07tZ0="></latexit>
 x3<latexit sha1_base64="sZRIh15Nrh4RPvrDhdfgN9iEUCU="></latexit>
 x4<latexit sha1_base64="uV2CM2bfuxVhqGC6kqsuSQi+IAQ="></latexit>
 x1<latexit sha1_base64="rXlEeD1HA+8JeR+6WHLp1acK6yc="></latexit>
 x2<latexit sha1_base64="026RsCYQOQS9oRoYTAuWKc07tZ0="></latexit>
 x3<latexit sha1_base64="sZRIh15Nrh4RPvrDhdfgN9iEUCU="></latexit>
 x4<latexit sha1_base64="uV2CM2bfuxVhqGC6kqsuSQi+IAQ="></latexit>
 If three out of four points are aligned, the four points form a 3-vertex polytope, and one point, say x2, ison the edge, say defined by x1 and x3. Any hyperplane cutting through the hyperplane cannot assign alabel to x2 that is distinct of both x1 and x3. Consequently, the dichotomies illustrated below cannot begenerated and we obtain 14 dichotomies.
 x1<latexit sha1_base64="rXlEeD1HA+8JeR+6WHLp1acK6yc="></latexit>
 x2<latexit sha1_base64="026RsCYQOQS9oRoYTAuWKc07tZ0="></latexit>
 x3<latexit sha1_base64="sZRIh15Nrh4RPvrDhdfgN9iEUCU="></latexit>
 x4<latexit sha1_base64="uV2CM2bfuxVhqGC6kqsuSQi+IAQ="></latexit>
 x1<latexit sha1_base64="rXlEeD1HA+8JeR+6WHLp1acK6yc="></latexit>
 x2<latexit sha1_base64="026RsCYQOQS9oRoYTAuWKc07tZ0="></latexit>
 x3<latexit sha1_base64="sZRIh15Nrh4RPvrDhdfgN9iEUCU="></latexit>
 x4<latexit sha1_base64="uV2CM2bfuxVhqGC6kqsuSQi+IAQ="></latexit>
 x1<latexit sha1_base64="rXlEeD1HA+8JeR+6WHLp1acK6yc="></latexit>
 x2<latexit sha1_base64="026RsCYQOQS9oRoYTAuWKc07tZ0="></latexit>
 x3<latexit sha1_base64="sZRIh15Nrh4RPvrDhdfgN9iEUCU="></latexit>
 x4<latexit sha1_base64="uV2CM2bfuxVhqGC6kqsuSQi+IAQ="></latexit>
 x1<latexit sha1_base64="rXlEeD1HA+8JeR+6WHLp1acK6yc="></latexit>
 x2<latexit sha1_base64="026RsCYQOQS9oRoYTAuWKc07tZ0="></latexit>
 x3<latexit sha1_base64="sZRIh15Nrh4RPvrDhdfgN9iEUCU="></latexit>
 x4<latexit sha1_base64="uV2CM2bfuxVhqGC6kqsuSQi+IAQ="></latexit>
 If no three out of four points are aligned, the four points could form a 4-vertex polytope, in which case ahyperplane cutting through the polytope cannot assign distinct labels to a vertex and all its neighbors. Thefour points could also form a 3-vertex polytope with a point in the interior, in which case a hyperplanecutting through the polytope cannot assign a label to the interior point distinct from all the vertices.Consequently, the dichotomies illustrated below cannot be generated and we obtain 14 dichotomies.
 x1<latexit sha1_base64="rXlEeD1HA+8JeR+6WHLp1acK6yc="></latexit>
 x2<latexit sha1_base64="026RsCYQOQS9oRoYTAuWKc07tZ0="></latexit>
 x3<latexit sha1_base64="sZRIh15Nrh4RPvrDhdfgN9iEUCU="></latexit>
 x4<latexit sha1_base64="uV2CM2bfuxVhqGC6kqsuSQi+IAQ="></latexit>
 x1<latexit sha1_base64="rXlEeD1HA+8JeR+6WHLp1acK6yc="></latexit>
 x2<latexit sha1_base64="026RsCYQOQS9oRoYTAuWKc07tZ0="></latexit>
 x3<latexit sha1_base64="sZRIh15Nrh4RPvrDhdfgN9iEUCU="></latexit>
 x4<latexit sha1_base64="uV2CM2bfuxVhqGC6kqsuSQi+IAQ="></latexit>
 x1<latexit sha1_base64="rXlEeD1HA+8JeR+6WHLp1acK6yc="></latexit>
 x2<latexit sha1_base64="026RsCYQOQS9oRoYTAuWKc07tZ0="></latexit>
 x3<latexit sha1_base64="sZRIh15Nrh4RPvrDhdfgN9iEUCU="></latexit>
 x4<latexit sha1_base64="uV2CM2bfuxVhqGC6kqsuSQi+IAQ="></latexit>
 x1<latexit sha1_base64="rXlEeD1HA+8JeR+6WHLp1acK6yc="></latexit>
 x2<latexit sha1_base64="026RsCYQOQS9oRoYTAuWKc07tZ0="></latexit>
 x3<latexit sha1_base64="sZRIh15Nrh4RPvrDhdfgN9iEUCU="></latexit>
 x4<latexit sha1_base64="uV2CM2bfuxVhqGC6kqsuSQi+IAQ="></latexit>
 Consequently, mH(4) = 14.
 This last example illustrates the essentially combinatorial nature of the calculation of the growthfunction. As we will soon seen, we will conveniently only care about the scaling of the growthfunction with N in particular whether it is polynomial or exponential.
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